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Abstract

Achieving a high Quality-of-Experience (QoE) in modern graphics

applications demands low latency, high frame rates, realism and strong

privacy safeguards. This thesis addresses these challenges

holistically within the limits of available hardware resources. We

begin with reducing the motion-to-photon delay (MPD) in VR systems,

which is the time between a user’s head movement and the

corresponding update. A common MPD reduction technique is

Asynchronous Time Warping (ATW). However, the challenge lies in

invoking ATW at the right time instance within the refresh cycle.

Hence, we propose PredATW, a predictor that monitors the status of

hardware resources and finds the right time to invoke the ATW

algorithm. Our predictor has an error of only 0.22 ms across several

popular VR applications.

We extend this approach further and make it work for high-refresh rate

monitors; they run at 240 Hz. Sadly, the latest GPUs also struggle to

render frames at such high rates continuously. Extrapolation-based

frame generation techniques are used to predict intermediate frames for increasing the perceived frame

rate. In this thesis, we target a guaranteed 4x frame rate increase

(from 60 Hz to 240 Hz) using extrapolation. We propose

X4Rate, a frame generation framework that combines multiple existing

methods to deliver results superior to any individual algorithm.

X4Rate achieves 4x the rendering rate while delivering high-quality

frames, outperforming the nearest competitor, ExtraNet, with a 22.13%

improvement in the PSNR. Next, we propose a bespoke extrapolation

method. We propose a novel lightweight frame extrapolation algorithm

PatchEx that exploits the perceptual sensitivity to generate the



extrapolated frame. Additionally, a wavelet transform (WT)-based

filter pruning technique is applied to compress the extrapolation

network, significantly reducing the runtime. Our results demonstrate

that PatchEx achieves a 61.32% and 49.21% improvement in PSNR over the

latest extrapolation methods ExtraNet and ExtraSS, respectively, while

being 3x and 2.6x faster (resp.).

Finally, we address the data security and privacy challenges in

high-refresh rate AR systems. AR devices can inadvertently expose

sensitive visual data, ranging from bystanders’ identities to

confidential physical documents. Existing privacy-preserving methods

are often too computationally heavy for real-time execution on

resource-constrained AR headsets. Hence, we introduce ARGuard -- a

lightweight, real-time framework that integrates a saliency-aware

object detection network with a novel irreversible obfuscation

algorithm. ARGuard operates at 60 fps on Microsoft HoloLens 2. We

achieve a 60.23% reduction in privacy leakage as compared to the best

existing method, BystandAR.

To summarize, this thesis presents a unified framework for addressing

both performance and privacy issues in high-refresh-rate graphics

applications.


